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Abstract 
This report presents a typology of data quality problems frequently found in corporate sustainability 

reports. The methodology links a conceptual approach (based on GHG Protocol principles) with an 

annotation framework for errors and quality issues in corporate sustainability reports. Our proposed 

typology of 30 errors and issues can assist annotators in the quality assessment of reports. In 

addition,  the framework can be used for annotating data quality problems in automated text analysis 

with the help of Large Language Models (LLMs) or similar tools. Having performed the annotation, a 

quality statement can be assigned to a report  that also groups the types and potential severity of the 

data quality problems. Furthermore, the quality assessment can aid in finding causes for low 

intercoder reliability and LLM accuracy.  
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Introduction  
Natural Language Processing (NLP) and Large Language Models (LLMs) in particular have increasingly 

been deployed to process company reports to create structured databases of corporate Greenhouse 

Gas (GHG) emissions. 

So far, LLM methods to extract emission values have – in an attempt to weed out hallucinations – 

been optimized for treating all reported GHG emissions values in corporate disclosures as the correct 

ones. This focus has, however, had the unintended side effect of treating emission disclosures of 

varying quality and credibility alike.1 Moreover, by abstracting from contextual information about 

issues like the calculation methods, data sources, assumptions or consolidation approaches, data 

users are also deprived from finding the sources of errors and inconsistencies in aggregated 

databases that were created with the help of LLMs.  

In this paper we want to bring the attention of analysts, as well as developers, and users of NLP 

methods to the data quality aspects of GHG emission extraction tasks. We do this by first introducing 

a typology of 30 emission reporting data quality problems that have been known to experts. These 

problems are often discussed in the literature, but so far have not been systematically brought 

together and categorized.  

Additionally, we illustrate two use cases for our typology that can help human annotators (use case 1) 

as well as automated text processing applications (use case 2) to assess the data quality of company 

reports .  

1.​ Use case 1: For human annotators we propose a checklist of questions corresponding to our 

30 categories. Analysts can use this list to check which issues and errors are present in a 

report. We also see potentials of using these questions as prompts in automated LLM-based 

text processing. Moreover, a count of the number of present categories can be used as a 

vague indicator of the quality of a report. 

2.​ Use case 2: Our second tool is a selection of text examples and images (e.g., screenshots of 

tables, graphs or other visuals) from company reports that we have annotated according to 

our typology. Again, these can be used by humans as examples for manual annotation or as 

inspiration to develop larger datasets to validate or fine-tune existing LLM-based extraction 

pipelines.  

The paper first gives some background on data quality problems in corporate emissions reporting. 

Afterwards, we introduce our typology and discuss its links to existing frameworks like GHG principles  

as well as its conceptual background. Third, we illustrate both the checklist and the example 

annotations derived from our typology by applying it to real-world examples. We conclude by 

outlining applications as well as limitations and future research directions.    

 

 

 

 

1 Efforts by the NLP community of addressing data quality in reports through the detection of “greenwashing”, 
while being related superficially, are going into a different direction as they are attempts to attribute a quality 
label to the claims made in a report rather than the disclosed data points.  
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Motivation: reporting errors and issues  and their effects 
 

Quality issues with companies’ GHG disclosures are manifold and widely documented in the 

academic and industry literature. Among these issues there are trivial - but concerning - errors like 

the incorrect summation of GHG categories. Such calculation errors are surprisingly widespread 

prompting one study to question major corporations’ “ability to use appropriate software or even 

basic tools like Excel spreadsheets to report their breakdowns accurately” (Garcia Vega et al. 2023: 4). 

On the other end of the spectrum of complexity, there are hard-to-identify reporting issues that are 

linked to the intricacies of disclosure rules. One example of these complicated issues are so-called 

“restatements”, which denote the process of updating past emission values after a company’s 

boundaries have changed (e.g., through M&A). As companies disclose different levels of detail on 

how they deal with issues like restatements (or none at all) even professional analysts from 

established data vendors in the financial industry struggle to identify the “correct” values (Kob and 

Dittrich 2024). The implications of such difficulties are also highlighted in the study by Busch et al. 

(2022: 357), which suggests that the extraction of different values (due to issues like restatements) 

could be an explanation for the inconsistencies found in the GHG databases from different 

commercial vendors.2  

While restatements and other quality issues linked to the calculation methodologies or the 

interpretation of the GHG Protocol provisions (WBCSD and WRI 2011) arguably are related to limited 

capacities and experiences, researchers have also found instances where companies are purposefully 

disclosing incomplete or misleading information to cover up bad performance. Examples of such 

practices are arbitrarily limiting the disclosure of emissions to certain parts of the company or only 

disclosing emission intensities (e.g., CO2 per turnover or passenger km) rather than absolute values 

(for examples of incomplete reporting see UNRISD 2023). Furthermore, with regards to Scope 3 

emissions3, companies might also only selectively report on certain sub-categories while excluding 

others. As demonstrated by one study focusing on technology companies, omissions of parts of the 

company (boundary incompleteness) and selective reporting of Scope 3 (activity incompleteness) can 

result in severe underreporting of emissions which would increase by 83% and 117% in the median 

respectively (Klaaßen and Stoll 2021).  

Regardless of whether reporting quality problems happen because of inexperience or due to  

intentional choices of the reporting entity, from an annotator and data-user perspective, the most 

important question is how severe the problem is. Put differently, some errors or quality issues can 

lead to larger deviations from the true value (i.e., underreporting and in some cases overreporting) 

than others. Deducting the level of underreporting from types of errors or quality issues in 

sustainability reports is in general difficult and has not been done to our knowledge.4 Summarizing 

4 A notable exception in the field of NLP applications is the Sustainability Navigator, which also includes a list of 
standards’ reporting provisions related to methods description and quality assurance  in its 132 requirements. 
While this does not constitute an evaluation or sorting of the provisions, assessing whether and how a report 
complied with the provisions can give a user valuable information regarding data quality. 
https://sustainabilityreportingnavigator.com/#/requirements   

3 In the framework of the GHG Protocol, Scope 3 emissions are indirect greenhouse gas emissions that occur in 
a company's value chain. Scope 3 emissions include both upstream (i.e. suppliers) and downstream activities 
(i.e. product/service users) that are related but not directly controlled by the company. 

2 Such inconsistencies are accentuated by the fact that the GHG Protocol, the leading framework for calculating 

and reporting emissions, offers considerable leeway for companies to choose their approach to emissions 

inventories, thereby impairing comparability, and is also plagued by conceptual inconsistencies (see Jia et al. 

2022, Kasperzak et al. 2023 for a discussion).  
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and grouping errors and issues into different categories in a typology might thus be a first step to 

inform such calculations.   

Why reporting quality matters for Climate NLP applications 
Corporate sustainability reports contain unstandardized, unstructured text, requiring information 

extraction for assessment. ESG analysts at financial institutions and commercial data providers (like 

MSCI or Moody's), along with outsourced annotators, perform this extraction work (as documented 

in Kob and Dittrich's 2024 ethnographic study on calculation challenges). However, with the 

increasing availability of language processing tools at scale, both commercial providers and academics 

are relying more and more on automated text extraction.  

While the varying quality of reports has not been lost on researchers in the field of “ClimateNLP”, to 

date, research streams on quality assessment and the data extraction (e.g. extracting emission 

values) have remained separate. Accordingly, one line of inquiry focussed on quality addresses 

semantic and linguistic structures to detect “cheap talk” or “greenwashing” (Bingler at al. 2024, Hu et 

al. 2024, Gorovaia 2025, Ong et al. 2025). However, greenwashing identification has so far not been 

linked to quality principles from frameworks like GHG Protocol but is, instead, typically based on 

readability or claim-performance gaps. Data extraction is, meanwhile, the subject of other NLP 

pipelines (e.g., Webersinke 2021, Huang et al. 2023), which have improved in model accuracy, but 

researchers pay little regard to quality aspects regarding the original reports. The evaluation of these 

models is, in turn, sometimes based on emission data from commercial vendors. As these vendors 

use, however, also automated text processing to populate their databases, a problem of circularity 

arises as the model output is benchmarked against another (black-boxed) model output.  

Studies thus focus either on extraction model accuracy or report quality, whereas from a data quality 

perspective a combination of both is needed. Ideally, the extracted numerical emission values should 

be accompanied by a confidence interval, which is based on the quality of the report and lets the user 

estimate the degree of underreporting. However, to date non-financial reports lack the 

standardization, scrutiny and disaggregation of information of financial reporting, thus making an 

immediate quality assessment by LLMs illusive. Instead, flagging these inconsistencies, errors, 

misinterpretable information and greenwashing (deliberately omitted or manipulated information) 

requires domain-specific expertise and experience. While human experts can trace these issues, it is 

not straightforward to simply add a module on data quality to existing extraction pipelines leveraging 

LLMs.  

Moreover, taking LLM extraction errors (or low intercoder reliability from lay annotators) as a proxy 

for low report quality without further refinement might actually create misleading signals. This is 

because, as we experienced in different setups with LLM and human annotations (Beck et al. 

forthcoming, Klimatkollen 2024),  low intercoder reliability and LLM errors often point towards quality 

problems of corporate reports - but can also stem from the opposite phenomenon, namely “better” 

reports with higher granularity and greater complexity such as like-for-like emissions disclosure in 

case of M&As.  

In summary, we thus argue that the automated extraction of emission values needs to integrate  

domain-expertise based measures of report quality. Categorizing report quality would in this context 

be a first step towards finding different reasons for extraction failure. Furthermore, classifications on 

the confidence that one can have in extracted values as well as assessments of the possible extent of 

underreporting could start from such a typology of data quality problems.   
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Introducing the typology of 30 data quality problems 
While the academic and industry literature has documented the sources of bad quality reporting such 

as ambiguous standards or corporate negligence as well as the potential effects including inconsistent 

databases and underestimated emissions, to our best knowledge,there is no comprehensive overview 

of reporting errors and issues.  

To address this gap, we propose a list of 30 data quality problems (see table 1). We developed this list 

by reviewing critiques from the scholarly and grey literature (see Dimmelmeier et al. 2024: section 2 

for a summary) as well as by aggregating and categorizing instances that we have come across by 

acting as annotators and validators in the context of LLM based data extraction tasks (see Beck et al. 

forthcoming, Klimatkollen 2024).  
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ID  Data Quality Problem Description Issue or Error 

E-1 Only reporting scope 1 and scope 2 (no scope 3 data)  
 
 
 
 
 
 
 
 
 
 
 
 
 

Error 
 

E-2 Only reporting total emissions 

E-3 Only reporting scope 1 and 2 together 

E-4 Not reporting scope 3 emissions per category (only total scope 3) 

E-5 Data in scope 3 is using other categories than those defined by the GHG protocol 

E-6 Not labelling scope 1, 2 and 3 clearly (eg using direct/indirect emissions as definitions) 

E-7 Reporting emissions by source, not mapped to categories  

E-8 No defined/stated base year 

E-9 Not disclosing method for scope 2 emissions (location based or market based) 

E-10 Calculation errors (eg not summarising categories correctly) 

E-11 Not recalculating base year or historical emissions in accordance with GHG Protocol 
guidelines 

E-12 Reporting biogenic emissions included in the scopes (should be reported separately) 

E-13 Different values in different parts of the report 

E-14 Only reporting intensity metrics (eg emissions per turnover, emissions per sold unit) 

E-15 Only presenting data in graphs and not with numbers 

I-1 Not reporting on all categories where there are significant emissions   
 
 
 
 
 
 
 
 
 
 
 
 
 

Issue 

I-2 Not indicating reason for omitting a category (e.g. no emissions, or no data available) 

I-3 Not indicating if a category is incompletely reported  

I-4 Not indicating if a value is estimated or calculated 

I-5 Not indicating limited assurance (report quality has been assessed by a third party) 

I-6 Not disclosing updated values from previous years when recalculations are made 

I-7 Operational boundaries not appropriately defined (eg excluding parts of the operations) 

I-8 Not reporting biogenic emissions 

I-9 Not disclosing emissions for all years from Base Year to Most Recent Year (technically not 
mandatory) 

I-10 Emissions reported in multiple locations (eg multiple reports, or different sections in the 
sustainability report) 

I-11 Not disclosing consolidation approach and rationale for it  
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I-12 Disclosure of omitted assets or units 

I-13 Not disclosing all GHG types 

I-14 Voluntary disaggregation (e.g. reporting Scope 1-3 emissions by country, subsidiary or 
business segment)  

I-15 Visual and textual distance between emission numbers and technical documentation 

 

Table 1: Typology of data quality problems (reduced version) 

Concept and background of the typology  
 

Apart from describing the 30 data quality problems, we also sort them into five categories. These 

categories dichotomize between errors and issues (Error or Issue), assess annotation difficulty 

(Annotation Difficulty) and link the problems to the GHG Protocol (Principles, partly in Broad 

Category). In addition, they provide hints regarding the source of the problems (Broad Category). 

Finally and, perhaps most importantly, we introduce a more granular list that also allows for first 

assessments of the potential severity of the issue or error as well as its impact on extraction accuracy 

(Fine Category). Below we explain and illustrate the five categorizations. The full typology can be 

found on the OSF repository (Full_data_quality_problems_typology_1.0.csv).  

Error or Issue  

We divide the data quality problems into 15 errors and 15 issues (see table 1). Errors include factual 

errors such as summation errors and inconsistencies like the disclosure of different values for the 

same emission-year category on different pages. By far the greatest number of errors (12 out of 15), 

however, is related to non-compliance with the guidance of the GHG Protocol.5  An example of such a 

non-compliance error is using other Scope 3 categories than those listed in the GHG Protocol (E-5 in 

Table 1)  

Issues, meanwhile, pertain to problems like not providing sufficient information about calculation 

methodologies and estimations (I-4) or the approach taken to consolidate a company’s boundaries 

(I-7). While not strictly an error in either the factual or the compliance sense, these issues, 

nevertheless, lead to interpretation difficulties, ambiguities or a lack of information necessary to 

judge whether a value is trustworthy.  

Annotation Difficulty 

The difficulty category sorts the data quality problems based on how difficult they are to spot for 

annotators. This category is largely based on qualitative evaluations of our experience with GHG 

annotation tasks and is split into the three levels of easy (13 observations), medium (12) and difficult 

(5).  

 

 

 

5 We are aware of the inconsistencies, issues (Jia et al. 2023, Tang et al. 2023) and politicized history (Walenta 
2022) of the protocol, but nevertheless treat it as a reference for pragmatic reasons.  
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Principles 

We also assign each problem to one of the 5 Principles of the GHG Protocol (WRI and WBCSD 2011: 

7), which are summarized below.  

●​ “Relevance” (3 observations): Ensure the GHG inventory appropriately reflects the GHG 

emissions (and removals, if applicable) of the company and serves the decision-making needs 

of users – both internal and external to the company. 

●​ “Completeness” (6):  Account for and report on all GHG emissions (and removals, if 

applicable) from sources, sinks, and activities within the inventory boundary. Disclose and 

justify any specific exclusions. 

●​ “Consistency”  (4): Use consistent methodologies to allow for meaningful performance 

tracking of emissions (and removals, if applicable) over time and between companies. 

Transparently document any changes to the data, inventory boundary, methods, or any other 

relevant factors in the time series. 

●​ “Transparency” (10): Address all relevant issues in a factual and coherent manner, based on a 

clear audit trail. Disclose any relevant assumptions and make appropriate references to the 

accounting and calculation methodologies and data sources used. 

●​ “Accuracy” (7): Ensure that the quantification of GHG emissions (and removals, if applicable) 

is systematically neither over nor under actual emissions (and removals, if applicable), and 

that uncertainties are reduced as far as practicable. Achieve sufficient accuracy to enable 

users to make decisions with reasonable assurance as to the integrity of the reported 

information. 

However, not every error or issue could be clearly linked to one of the GHG Protocol principles. For 

example, reporting scope 1 and 2 summed up together instead of disclosing them separately could be 

categorized as relevance or transparency issue. We thus have come up with two additional 

frameworks for the clear categorization of errors or issues.  
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Broad Category 

Our first additional category is a  “Broad Category” that aggregates data quality problems into four 

categories.  

●​ “Not following the GHG Protocol” (14 observations): The largest number of errors (as well as 

some issues) stem from non-compliance with the GHG Protocol. These include using different 

(sub)-categories than the “Scopes” from the Protocol as well as not stating and recalculating a 

base year in accordance with GHG Protocol provisions and applying consolidation approaches 

that do not comply with the protocol.   

●​ “Misleading Reporting” (12): Issues (as well as some errors) that, while not strictly 

non-compliant with GHG Protocol,  cast doubt on the reliability of the reported values. This 

category includes issues like the lack of information on the calculation methods, the 

specification of a company’s operational boundaries and rationales for excluding certain 

assets or business units. In addition, errors related to confusing or even deceiving data 

presentation (explanatory endnotes far removed from tables, only graphics with no numbers) 

are sorted into this category. 

●​ “Lack of quality control” (2): Factual errors that should have been weeded out if the report 

would have been reviewed thoroughly including calculation errors and inconsistent 

disclosures on different pages.  

●​ “Reproducibility” (2): Relates to cases where the company provides sufficient detail and 

granularity that an independent party can judge the data quality or reproduce and trace back 

emissions calculations. While this is a “positive” issue, it can lead to extraction errors by 

LLMs. 

 

Fine Category 

The most fine-grained sub-categorization (Fine Category) comprises the centerpiece of our typology 

as the categories were developed to provide a first guidance regarding potential impacts of an error 

or issue on data extraction and reliability.   

 

 

 

 

 

 

 

 

 

 

 

 

9 
 



Fine Category Name 
(Number of data 
quality problems in 
category) 

Detailed explanation Example data quality 
problem 

Potential impact on 
extraction/ 
annotation accuracy 

Potential impact on 
measurement 
accuracy (e.g. 
underreporting) 

Boundary 
specification (6) 

Non-reporting on certain emission 

generating activities, business 

units, or subsidiaries as well as 

the non-provision of rationales 

why certain parts of a company 

are included or excluded. 

Disclosed values might hence not 

represent the whole company 

 

No disclosure on 
whether joint 
ventures are included 
or excluded 

Low: Contextual 
information on boundary 
specfication does not 
affect extraction of GHG 
emission values and units 
 

High: Exclusions can 
affect large parts of a 
company’s GHG 
emissions 

Data aggregation (2) Disaggregation of emission values 
by business units or countries 
(positive).  
 
Aggregation of emissions and 
other variables into intensity 
metrics (negative) 

Only intensity metrics 
are disclosed (e.g. 
tCO2/units produced) 

High: Multiple values in 
disaggregated disclosures 
might confuse models or 
annotators 
 
Intensity metrics might be 
wrongly annotated as 
absolute values.  

Low: Disaggregation 
makes verification 
actually easier 
through potential 
linkage with other 
data 

Calculation error (3) The report contains different 
values for the same metric  

Total Scope 3 is not 
equal to summation 
of Scope 3 
sub-categories 

High: Different numbers 
for the same metric can 
confuse annotators or 
models 

Low-High: Errors 
might be very small or 
very large  

Format (3) Problems related to the 
presentation of information such 
as the structure of the report as 
well as problems with tables, 
images and footnotes 

Emission disclosures 

for different scopes or 

other disaggregations 

are scattered 

throughout the report 

High: Inconsistent or 
hard-to-interpret 
disclosures can lead to 
extraction failure 

Low: Confusing report 
structures do not per 
se affect the quality of 
information 

Description of 
method (4) 

Description and updates of 

calculation methodologies, 

assumptions, data sources and 

assessments of data quality  

No information on 
whether Scope 2 
emission are market 
or location-based 

Low: Contextual 
information on methods 
does not affect extraction 
of GHG emission values 
and units 

Medium-High: 
Methodological 
specifications can 
have large effects  

Missing (emissions) 
data (4) 

No values for certain Scopes or 

years  

Missing 
sub-categories in 
Scope 3 

Low: Missing data results 
most likely in true 
negatives 

Medium: Missing data 
can be an issue if 
reported categories 
are cherry picked or if 
trends cannot be 
assessed 

Emissions 
categorization (8) 

Emissions are disclosed and 

aggregated with categories that 

are different from the ones of the 

GHG Protocol 

Only reporting Scope 
1 and 2 emissions 
together 

Medium: Depending on 
the annotation/extraction 
specifications either no 
values or “wrongly 
categorized” values will be 
extracted with the latter 
case leading to 
comparability issues across 
reports 

Medium: Idiosyncratic 
categories can make 
comparisons and 
verification difficult 

Table 2: Detailed description of “Fine Category” 
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Further details regarding the significance of the values of “Fine Category” for either report production 

or report analysis can be found in the figures and tables in Appendix of this report. There we also give 

an overview of how the five different categories we develop in the typology are interrelated.   

Testing and use cases 
We contend that the typology can be applied to two different use cases. First, at the level of the 

report we can derive 30 questions from the issues and errors and record which and how many of 

them are present. Performing this analysis for a sample of company reports can deliver insights 

regarding the presence and variations of particular issues and errors across different time periods, 

sectors and geographies. Moreover, the overall reporting quality of any company, measured by the 

ratio of found categories divided by all 30 issues and errors, can be assessed. 

Second, we can annotate a text chunk or screenshot as belonging to one of the 30 data quality 

problems. Such labelled data can then be used for validating error detection of multimodal AI models 

or for training human annotators.  

To illustrate both use cases we tested the report-level and data quality problem-level annotation on a 

total of six company reports. We sampled reports that in previous analyses (Klimatkollen 2024, Beck 

et al. forthcoming) had been identified as particularly challenging by annotators (based on long 

annotation times and annotator comments). In this way we try to ensure that the illustrative cases 

show a comparatively high amount of data quality problems that can be labelled. Below we show an 

example of each annotation task. The report annotation framework (Annotation_framework_1.0.xlsx) 

as well as annotations of text chunks (text_chunk_annotation_examples.1.0.csv) and screenshots 

(folder: annotated screenshots) can be found on the OSF repository. 

Report annotation tool example: SME manufacturing companies’ holding (Europe, 

2023) 
The spreadsheet tool prompts the annotator to answer each of the 30 questions with “Yes”, “No”, 

“Partially” or “Cannot assess”. These questions are worded in a way that “Yes” values indicate the 

absence of errors and issues or the presence of “positive issues”, whereas “No” values represent the 

opposite (see figure 2). In addition, annotators get a 31st row where they can indicate whether the 

report displays any additional quality problems and comment in case this question is answered 

negatively. Annotators can also elaborate a rationale for their choice in a comment section for the 

other 30 questions. We do not provide annotators with specific instructions or search strategies 

regarding the answering of the questions. This is because the targeted audience of the tool are 

“expert annotators” that have some familiarity with GHG accounting and the reading of reports but 

so far lack a way to structure their observations about data quality. (Lay) annotators without such a 

background knowledge are directed to resources like our annotation tutorial (Beck et al. forthcoming) 

to familiarize themselves with the extraction of GHG emission values.   
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Figure 1: Screenshot: Filled out question list for annotators 

 

After finishing the annotation, the tool summarizes the counts of data quality problems on a results 

page (figure 3). In our example 21 out of the 31 categories are answered with a “Yes” indicating that 

the annotator has not found any corresponding issues or errors for those questions. Meanwhile, the 

10 questions where the annotator found the presence of issues or errors are listed on the results 

sheet alongside comments and an explanatory text for the respective categories. In our example, the 

annotator has noted that recalculations of emissions do not follow GHG Protocol guidance (row 14) 

and quoted a text chunk indicating the inconsistencies in the comments section. Moreover, the 

annotator points out that consolidation approach is not disclosed transparently while noting that it 

“looks like operational control” (row 18).  
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Figure 2: Screenshot: Results page of the online annotation tool 
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Examples: Annotated texts and screenshots 
While the report-level annotation tool is directed at the analysis of companies, the data quality 

problem-level annotation provides more detailed insights into how the respective issue or error 

manifests itself and can be detected. As reports are multimodal documents making use of text, 

graphics, and tables, we provide example annotations for both text and image (screenshot) data 

formats.  

In table 3, we present two entries from the file with text annotations (see repository) to showcase 

how text chunks can be labelled. The first text chunk pertains to the data quality problem of Only 

reporting intensity metrics (E-14), which in the example is related to a company only disclosing tonnes 

of CO2 divided by million pounds sterling. The second example is about Not disclosing updated values 

when recalculations are made (I-6) and features a text chunk explaining that due to updates in 

emission factors and calculation methods “it is not possible to compare greenhouse gas emissions 

between 2023 and 2022”.   

annotated_text data_qualit
y_problem 

company_report_
name 

report_url 

The Group monitors its greenhouse gas 
emissions and uses CO2 emissions per 
£ million of turnover as a measure of its 
environmental intensity. In the year ended 
31 March 2020, total energy use from 
electricity, gas and fuel was 9.42 TWh 1, 
equating to 2.5 kWh per £ turnover. The 
associated carbon emissions from 
this energy use were 2.3 million 
tonnes 1, equating to 622 tonnes per 
£ million turnover. 

E-14 dart_group_2020 https://ww
w.jet2plc.co
m/-/media/J
et2/Flights/
pdf/Jet2_PL
C/Annual_re
port_2020 

AddLife's greenhouse gas emissions increased 
between 2022 and 2023. The main reason is 
better data coverage; for 
example, the use of district heating is now 
included, whereas in previous years it was 
difficult to obtain that information 
from our landlords. The increase in emissions is 
also due to an increase in our energy 
consumption, especially fuel 
consumption from our fleet of vehicles, which 
travelled further in 2023 than in 2022, as well 
as a refrigerant leak at one of 
our subsidiaries that had a significant climate 
impact. We have also updated our emission 
factors and calculation methods.Therefore, it is 
not possible to compare greenhouse gas 
emissions between 2023 and 2022. Our 
climate calculations comply with the GHG 
Protocol Corporate Standard. 

I-6 addlife_2023 https://ww
w.add.life/m
edia/nwepx
4r4/addlife-
annual-repo
rt-2023.pdf  

Table 3: Annotated text excerpts  
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https://www.jet2plc.com/-/media/Jet2/Flights/pdf/Jet2_PLC/Annual_report_2020
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf
https://www.add.life/media/nwepx4r4/addlife-annual-report-2023.pdf


Regarding the annotation of images, figure 4 shows the screenshot of a table that we annotated as an 

instance of the data quality problem Not reporting on all categories where there are significant 

emissions. This labelling is motivated by the inconsistent treatment of Scope 3 emissions 

sub-categories with the annotator noticing that “[categories] 8, 10, 15 are marked as “0”, but 13 is 

blank (see image)”.  

 

Figure 3: Annotated Table: Not reporting on all categories where there are significant emissions 

In the image folder on the repository we provide 13 screenshots that we annotated according to the 
data quality problems found therein to illustrate how the typology might be used to train humans and 
automatized extraction pipelines to detect them.  

Conclusions, limitations and future research  
 

In this technical report we highlighted that human annotators and NLP applications need to pay 

attention to data quality and not only extraction accuracy. As regulatory efforts to increase data 

quality on the report producers side through greater standardization and auditing such as the the 

EU’s Corporate Sustainability Reporting Directive (CSRD) are currently in an uncertain political state, it 

remains all the more important for data processors and users to develop approaches for judging the 

reliability of disclosed information.  

To take a first step to the systematic assessment of data quality problems in reporting we propose a 

typology of 30 errors and issues and outline two possible use cases for human annotators and 

automated data extraction. Currently, both the typology and the resources in the repository are 

work-in-progress. We thus invite academics as well as practitioners to test, review and expand the 

typology as well as the spreadsheet annotation framework and the text and image annotations.  
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Appendix: Additional information on the typology  

Table 4 shows at which step of the report creation (corporation) or extraction process (analysts) the 

issue or error appears and how it is translated into an issue of trust. 

 Report creation Analysis of report Confiden
ce 
(prelim.) 

 Concept Calculation Representa
tion 

Extraction Interpretation 
& Adoption 

Trust 

Operational 
Boundaries 

x    x low 

Calculation 
Error 

 x   x medium 

Format   x x  medium 

Method 
Description 

  x  x low 

Data 
Aggregation 

 x   x low 

Missing 
Emissions Data 

 x   x medium 

Table 4: Further details on selected values from Fine Category  
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The Sankey plot displayed in figure 4 gives an idea about the relations between the different categories.  

 

Figure 4: Relations between categories 
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The bar plot in figure 5 displays  the relations between the well-known GHG principles and the “Fine 
Category” groupings proposed in this paper.  

 

 

 

Figure 5: Relations GHG principles and Fine Category values 
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